CS 327, Winter 2003: Take Home Exam #2

Due on paper in class on Monday, March 10, 2003.

1. A simple majority classifier is one where every point is assigned to whichever class is in the majority in the training set. This classifier is often used as a baseline for comparing other machine learning techniques. A simple majority classifier can perform much worse than expected, however, when using leave-one-out cross validation. Provide an example where this occurs.

2. This question asks you to compare and contrast neural networks with support vector machines.

(a) For an arbitrary training set, can a neural network be used to fit the training set exactly?

(b) For an arbitrary training set, can a support vector machine be used to fit the training set exactly? 

(c) How is the problem of overfitting addressed with neural networks?

(d) How is the problem of overfitting addressed with support vector machines?

3. Incremental machine learning is a popular variation on the traditional machine learning ideas that we have talked about. Suppose that we are given a training set, on which we learn a classifier that is then used in some kind of application. Over time, more examples are discovered which should be added to the training set. The obvious question, then, is how can the classifier be adjusted to incorporate the new examples? Certainly, we can train from scratch using the new augmented training set, but there is often a better way.

(a) Describe a scheme for updating a neural network as new training examples arrive. Explain why this technique should be faster than starting over.

(b) Will the above technique provide the same results as if you had started over with your augmented training set? Explain why or why not.

(c) Describe precisely the conditions under which adding a new point would not require any retraining on a linear support vector machine. You should describe these conditions analytically, i.e. with a mathematical expression, and not just an informal picture (though a picture may help me understand what you propose).

(d) Describe precisely the conditions under which adding a new point would require some amount of retraining on a linear support vector machine. You should describe these conditions analytically, i.e. with a mathematical expression, and not just an informal picture (though a picture may help me understand what you propose).

4. Given the following statement:

"If the unicorn is mythical, then it is immortal, but if it is not mythical, then it is a mortal mammal. If the unicorn is either immortal or a mammal, then it is horned. The unicorn is magical if it is horned."

(a) Write down this statement in propositional logic.

(b) Use resolution to evaluate the claim that "unicorns are mythical."

(c) Use resolution to evaluate the claim that "unicorns are magical."

5. (a) Write down first-order logic representations for the following sentences, suitable for use with the queries in parts (b) and (c):

· Horses, cows, and pigs are mammals.

· Bluebeard is a horse.

· An offspring of a horse is a horse.

· Bluebeard is Charlie's parent.

· Offspring and parent are inverse relations (opposite of each other).

· Every mammal has a parent.

(b) Use forward chaining with the rules in the order provided in part (a) to find all possible answers for the query 

 h Horse(h)  ?

(c) Use backward chaining with the rules in the order provided in part (a) to find all possible answers for the query 

h Horse(h)  ?

6. Consider the following data set with Boolean features W, X, and Y, and Boolean classification C:

  W   X   Y   C

----------------

  T   T   T   T

  T   F   T   F

  T   F   F   F

  F   T   T   F

  F   F   F   T

Suppose that we now encounter the test example W=F, X=T, Y=F. If we use the Naive Bayes method, what probabilities are assigned to the two possible values for C?



























































































































































































