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Abstract—The Traveling Salesperson Problem is a fundamental
problem in graph theory. The problem statement says ”given a
set of cities, what is the shortest possible route visiting each city
exactly once before returning to the initial city”. As it is a NP-
hard problem, there are no known algorithms that solve it in
polynomial time. However, different approximation algorithms
can generate results to some degree of accuracy and satisfactory
computational efficiency. In this study, we implemented and
analyzed three algorithms for approximating solutions to the
Traveling Salesperson Problem: the Nearest Neighbor heuristic,
the Smallest Insertion heuristic, and the Christofides algorithm.
The first two are fast greedy approaches, that are conceptually
simple and easy to implement but generate solutions which are
far from optimal. The third, Christofides algorithm, is close to
state of the art, yields a solution within 1.5 times the optimal
distance but has a higher computational cost. We evaluated these
algorithms on a number of datasets, including country maps,
electrical grids, protein interaction networks, and synthetic data.
Our analysis compared the solution accuracy and runtime of
each heuristic across graphs ranging from 10 to 16,862 nodes.
The results offer insight in how each approximation algorithm
fares in terms of computational cost and accuracy, helping make
more informed decisions in problem solving.

Index Terms—TSP, Christofides Algorithm, Greedy Algo-
rithms

I. INTRODUCTION

The Traveling Salesperson Problem (TSP) poses the ques-
tion, ’Given a list of cities and the distance between each pair
of cities, what is the shortest route that visits each city exactly
once and returns to the origin city?’ [1]. This problem assumes
the existence of a graph where every node is a city. Every edge
connects two cities and has as its weight the distance between
the cities it is connecting. Moreover, this problem assumes
that the graph is fully connected (there is an edge connecting
every pair of nodes).

The TSP is a classic optimization problem and one of the
most extensively studied problems in the field. It is used in
logistics, microchip manufacturing, and DNA sequencing, as
an example [2] [3]. These real-world problems can be reduced
to the TSP, allowing us to build solid solutions. Moreover, the
TSP is used as a benchmark for many optimization methods.
[4]

As it is an NP-hard problem [5], there are no known efficient
ways to solve it. Nevertheless, many known algorithms and
heuristics approximate the problem’s solution in polynomial
time. A heuristic is an algorithm that does not provide the

most optimal solution to a problem but gives one that is
”good enough” as an approximate solution [6]. Furthermore,
for some approximation algorithms (heuristics), there exists a
bound for how far the answer given is to the optimal answer.
Additionally, as it is an intensively studied problem, there
are instances of large graphs that have been solved entirely
or whose solution was approximated within a small fraction
of the optimal (such as 1%) [7]. The TSP is different from
the Hamiltonian Path Problem, as the Hamiltonian Path asks
whether a path that connects every node in a graph exists.
Meanwhile, in the TSP, we assume such a path exists; after
all, the graph is fully connected. Moreover, there are multiple
such paths. Our goal in the TSP is to find the Hamiltonian
Cycle of the smallest total weight.

However, while these heuristics provide reasonable solu-
tions in many cases, they also have limitations. For example,
the Nearest Neighbor and the Smallest Insertion can theo-
retically produce significantly longer paths than the optimal
solution [8].

The Christofides algorithm, on the other hand, guarantees
a solution that is at most 1.5 times the optimal distance for
TSP instances that follow the triangle inequality [9], but this
comes at the cost of slower runtime [10]. While this trade-off
may be acceptable for minor problem instances, it becomes
more restrictive as the number of nodes grows. For very large
datasets, even approximation algorithms can become expensive
in terms of both computation time and memory usage.

In this paper, we presented a study on the accuracy and
runtime of different approximation algorithms for the TSP on
various datasets. First, we described our implementation of
two simple greedy methods, Nearest Neighbor and Smallest
Insertion, along with a slower yet mathematically precise
Christofides Algorithm. Then, we compared their performance
in terms of accuracy and computational cost on various
datasets. The primary data used were datasets representing
countries with a range of locations from 29 to 16,862, along
with yeast protein interaction data ranging between 10 and
1000 proteins. We also ran our algorithms on more specific
geographic applications, such as one dataset representing an
electrical grid, as well as a synthetic dataset that did not follow
the triangular inequality.

Finally, our study analyzed the tradeoffs between solution
quality and computational efficiency across different problem



sizes and structures. We hoped to gain a better understanding
of the advantages and disadvantages of each heuristic, as well
as different situations where a less accurate solution might be
preferred, reducing runtime and memory usage.

II. METHODS

For this paper, we will use the following as our input and
output of the TSP:

Input:
A set of points in the Cartesian plane S =

{(X1, Y1), (X2, Y2), ..., (Xn−1, Yn−1), (Xn, Yn)}, where
each point in the set represents the coordinates of a city.

Output:
An ordered set of cities G = (P1, P2, P3, ..., Pn, P1) where

the total weight of G is minimized. Given each city is a point
in the plane, and d(pi, pj) returns the distance between points
i and j, we want to minimize (Σn−1

i=1 d(pi, pi+1)) + d(pn, p1).
As we are not implementing the algorithm that finds the op-

timal solution, only algorithms that approximate the solution,
we are unlikely to find the minimal solution for G. What is
more, we are also loosening up the constraints such as instead
of using points which are coordinates of a city/geographic
location, we will use points that represent proteins in a dataset.

A. Nearest Neighbor

One of the most intuitive ways of solving the TSP, which
is also naı̈ve is the Nearest Neighbor heuristic, which is the
first algorithm that we implemented for this project.

Given a list of cities, the first algorithm one might come
up with to approximate the solution of the traveling salesman
problem is always going to the closest unvisited city from
where they are right now. In other words, given a graph,
this simple heuristic begins at an arbitrary node in the input
graph and then sorts its edges by distance. It then chooses the
“closest” node to go to (the one with the smallest edge weight
that is not in the visited set). This is repeated until each node
has been visited once.

1) Description: The premise of this algorithm is that it
always goes to the closest unvisited city from the last visited
node. It begins at an arbitrary node from the input graph and
then sorts its edges by distance. Then, the algorithm connects
the node to the “closest” one, which is defined as the one with
the smallest edge weight that has not been visited yet. It then
repeats the same process for the newly connected node until
each node has been visited once, and finally, it connects back
to the start node and returns the approximate solution (both
the distance and the tour).

2) Implementation: Our algorithm takes a NetworkX object
as an input. To ensure that our solutions are reproducible and
deterministic, we always start the tour with the first node of
the NetworkX graph. The output of our function is the tour
and the total tour distance.

1) Given a NetworkX object
2) Get the first vertex in the NetworkX graph by index (this

way we get our results to be deterministic).
3) Add it to a hash set.

4) For each point,

a) Sort all of its neighbors based on edge weight
b) Select the closest unvisited neighbor.
c) Keep track of the path and the total distance.

5) Once we visit all points we calculate the distance back
to the origin and add the origin to the tour.

6) Return both the tour length and the tour itself.

3) Runtime: The complexity of the code is O(n2 log n).
The bottleneck of the code is sorting all the neighbors of any
given node, which can be done in O(n log n), but as it is done
one time for each of the n nodes the code is in O(n2 log n).

4) Practical Example: Given the list of cities in Figure 1,
we want to start our tour from Liverpool and visit Hamburg,
London and New York City, in which order should we do the
tour.

Fig. 1. Example of the tour produced by the Nearest Neighbor heuristic.

For simplicity, we assume that the graph’s structure is an
adjacency matrix. While this is not exactly how NetworkX
stores its data, it is a useful conceptual model for this example.

Starting at Liverpool, we add it to the set of visited cities
and to the tour. We then check all of the edges it is connected
to (and sort them by distance). Figure 1 assumes that we have
sorted the edges (for convenience). In this case, we will go to
London, which is the closest city.

We then jump to the column in the adjacency matrix that
represents London. We sort the adjacent cities and see that
Hamburg is the closest unvisited city. We add Hamburg to the
visited set and to the tour. After this, we go to its column on
the adjacency matrix.

In Hamburg, we see that the closest unvisited city is New
York City, so we add it to the set and the tour. As we have
visited all the cities on our tour, we added Liverpool to it again
to complete the tour.

At each step, when we add a city to the tour, we also update
the distance of the tour by adding the distance from where we
are, to the city that we are going to.

This creates the following tour: Liverpool − > London − >
Hamburg − > New York City − > Liverpool. The distance
of the tour is 8060 miles.

B. Smallest Insertion

Another simple heuristic we implemented is the Smallest
Insertion algorithm. Which tries to put the next assigned node
into the best possible position.



1) Description: Smallest insertion begins by adding two
random nodes to the tour, and then iterates through the nodes
of the graph. These nodes are in a list with an arbitrary order.
Each node is added into the tour in the position that minimizes
the total increase in distance of the tour from that addition.
Thus, this method runs in O(n2) time.

2) Implementation: To ensure uniformity, this algorithm
was also implemented in regard to working with NetworkX
Graph objects. For reproducibility, random seeds were set
for system time. Finally, the order of the nodes appended is
arbitrary. For the purposes of this research, we set it to the
default NetworkX ordering, which appears to be alphabetic
[11].

1) Pick two random nodes.
2) Add those nodes to the tour, duplicate the first one, and

compute the current distance. This is required as we have
to return to the original node by the end of the tour.

3) While there are unvisited edges in the graph:

a) Set best position and the cost increase to null.
b) Select the next node we are going to insert.
c) Try inserting the node into every position on the

tour and save the best one.
d) Actually insert the node into the best position and

update the tour.

4) return tour and total distance

3) Example Execution: An example execution could be
found in Figures 2-5. We are assuming alphabetic order and
AB as the first two randomly chosen nodes. Then, the node C
would be inserted in the only available spot, which is between
them, creating a triangle ACBA. Then, the node D would be
chosen. After inserting it in every possible position within the
tour, it would be added second, making the tour ADCBA.
The final node to be inserted is E, and the smallest insertion
is making it 3rd, resulting in the tour ADECBA. This is a
”good enough” tour according to our approximation model,
yet it differs from the optimal tour ACBEDA.

Fig. 2. Given graph. Fig. 3. Triangle ACBA.

Fig. 4. Penultimate tour ADCBA. Fig. 5. Final tour ADECBA.

C. The Christofides Algorithm:

The most complex approximation algorithm for the traveling
salesperson problem, that we tested, is Christofides Algorithm.
This added complexity should, in theory, yield shorter Hamil-
tonian circuits at the expense of longer run times. Also, the
scope of this algorithm’s application is slightly more narrow.
Unlike our other heuristics, this algorithm requires that the
input graph satisfies the triangle inequality for optimal results.
We will see why all of this is the case after a brief overview
of the algorithm. Then, we’ll dive into the finer details of our
specific implementation.

The input for Christofides algorithm is a complete weighted
graph G. An example input graph G is shown below.

Fig. 6. Input graph for the example of an execution of Christofides that
follows. This is our TSP95 dataset for Western Sahara with 29 nodes.

Christofides Algorithm then takes G and performs the seven
following steps.

1) Compute the minimum spanning tree T of G.

Fig. 7. Minimum spanning tree T

2) Compute the set S of all odd degree vertices in T .



Fig. 8. Odd degree nodes in T (green)

3) Create a sub graph of G consisting of all the vertices in
S and the edges between them. Compute the minimum-
weight perfect matching M of this sub graph.

Fig. 9. Minimum weight perfect matching M

4) Combine M with T to form a Eulerian graph H . Find
an Eulerian circuit for H .

Fig. 10. Eulerian circuit of H.

5) Convert the Eulerian circuit of H into a Hamiltonian
circuit and return this Hamiltonian circuit as the tour
output.

Fig. 11. Output tour

Note that by the handshaking lemma (the sum of degrees
of all vertices in an undirected graph must be even), S from
step 2 has an even cardinality. This is why a perfect matching

is possible in step (3). Also, H , formed in step (4), is a
Eulerian graph because all the vertices have an even degree.
Step (4) adds one new edge to each odd degree edge of T when
combined with the perfect matching of M . Thus, all vertices
have an even degree in H , so an Eulerian circuit exists by
Euler’s Theorem. In step (5), this is where the graph respecting
the triangle inequality is necessary. The Hamiltonian cycle is
formed by removing repeated vertices in the Eulerian cycle.
In order to get a good approximation, we need to know that
removing repeated vertices does not drastically increase the
cycle weight. This has the possibly of occurring as removing
a repeated vertex forces a new edge into the cycle that forms a
triangle with the two edges removed that went to the repeated
vertex. The triangle inequality ensures that this new edge does
not have a greater weight than the sum of the two removed
edge weights. So, the path length is ensured to not increase
with any removal. Thus, with that we have a solid general
overview of Christofides Algorithm, so we will now zero-in
on our implementation of some of the more intensive steps of
Christofides Algorithm.

1) Implementation of Step (1): Computing minimum span-
ning trees of undirected graphs is a well studied problem with
multiple algorithms that solve it. We used Kruskal’s algorithm,
which is a greedy algorithm that works by starting with all of
the nodes but none of the edges from the input graph and then
sequentially adding edges in order of increasing weight, not
adding them if they would create a cycle. This algorithm runs
in O(ElogV ) where E and V are the number of edges and
nodes in the input graph respectively. This runtime is found
from the amount of time it takes to sort the edges in the input
graph before iterating over them.

2) Implementation of Step (3): For step (3) of Christofides
Algorithm, we used Edmonds’ Blossom Algorithm to find a
minimum-weight perfect matching of M [13]. Unlike the other
steps of Christofides Algorithm, we were not able to imple-
ment Edmonds’ Blossom Algorithm from scratch. Instead, we
used the NetworkX implementation of this algorithm. How-
ever, we were able to grasp some of how this algorithm works
by implementing a simpler version of Edmonds’ Blossom
Algorithm that ignores edge weights. This simpler version
takes a complete graph G and returns a maximal matching
of G. This algorithm relies on iteratively searching for two
features in a graph: augmenting paths and blossoms (Figure 5
provides a visualization of each).

An augmenting path is a series of nodes such that each
pair of nodes in the path alternates between being matched
or unmatched, and that the first and last node in the path are
both unmatched. These paths are important because they can
be ”augmented.” The matchings can be switched to yield one
more matching than was in the path.

A blossom is a cycle in the graph that has 2n + 1 nodes
where n is some positive integer. These pose an issue for our
algorithm because left untreated they could cause infinite loops
or missed nodes. The algorithm deals with this by shrinking
these blossoms into single nodes, and then re-expanding them
later.



Fig. 12. Example of an augmenting path and the result from augmentation
(above). Example of a blossom and the result from shrinking (below).

Here is a simplified pseudoscope for the algorithm:
1) Beginning at an unpaired node, search for an augmenting

path
2) If an odd length cycle is found during the search, shrink

it into a single node, creating a new contracted graph
3) Once the search finds an unmatched node, an augment-

ing path has been found.
4) Lift the augmenting path found in the contracted graph

back to the original graph. Augment this path and them
begin again from step 1.

When used in the Christofides algorithm, Blossom is used
with a process called primal-dual [14]. This ensures that the
perfect matching yielded is also of minimum weight. Primal-
dual is a linear programming term that describes optimizing
two sides of a given problem, the primal and the dual. In
this case, the primal part of the algorithm is ensuring that
the matching is maximal, that is there are the most matchings
possible between nodes. The dual part is finding a matching
that is of the smallest total weight possible. This process is
vital to the algorithm used in Christofides but it is complicated.
It involves keeping track of and updating labels on each node
of the graph that account for the weight of matching them, and
using these labels to route the exact augmenting paths chosen.

The time complexity of the version of Edmonds’ Blossom
Algorithm that is in the NetworkX library is O(nm log n)
where n is the number of nodes in the graph and m is the
number of edges in the graph [15].

3) Implementation of Step (4) and Step (5): For step (4)
of Christofides Algorithm, we used Fleury’s Algorithm. This
algorithm takes a connected graph G as an input and outputs
an Eulerian path or circuit if one exists. The steps of this
algorithm are as follows.

1) Check whether G has zero or two odd degree edges. If
neither is true, then return nothing as there is no Eulerian
path or circuit for G.

2) If there are zero odd degree edges, start anywhere. If
there are two odd degree edges, start at one of these

odd degree edges.
3) Let P be a list of vertices representing a path through

G.
4) While there are edges in the graph:

a) If the current node is degree one, then remove the
one edge and go to the vertex connects to adding
that vertex to the path.

b) If the current node is not degree one, then select
one edge.

c) Perform depth first search on the graph counting
the number of reachable vertices from the current
vertex. Call this count c1.

d) Remove the selected edge and perform depth first
search from the current vertex, again counting the
number of reachable vertices. Call this count c2

e) If c1 > c2, then remove the edge, the current vertex
becomes the vertex that this edge goes to, and this
new vertex is added to P . If not, then go back to
step (c) looking at a different edge connected to
the current vertex.

5) Return P .

Let G = (V,E) be an arbitrary input graph. The time
complexity of Fleury’s algorithm is O((|V | + |E|)2). This
is evident as this algorithm essentially performs depth-first
search, which is O(|V | + |E|), but at each step of this
depth-first search we perform two more depth-first searches
to test whether an edge is a bridge. Now in the case of
Christofides, we know that the input Eulerian graph H is
formed by combining a tree T and a perfect matching of all
the odd degree vertices of this tree. Since T = (V,ET ) is a
tree, the number edges |ET | < |V |. Also, the number of of
edges added in the perfect matching of odd degree vertices
of T is bounded by ⌊ |V |

2 ⌋. Hence, the number of edges in
H = (V,EH) is |EH | < |V |+⌊ |V |

2 ⌋ < 2|V |. Therefore, in our
implementation of Christofides Algorithm, Fleury’s Algorithm
on H is O((|V |+ 2|V |)2) = O(V 2) [16].

4) Overall time complexity: The version of Christofides
Algorithm that we have implemented is O(n3 log n) time,
where n is the number of nodes in the input graph. This is due
to a bottleneck in one of the steps of the algorithm: computing
the minimum weight perfect matching of the odd degree nodes
in the minimum spanning tree. As we have covered, this step
uses the Blossom algorithm, which runs in O(nm log n) time
where m is the number of edges in the graph. Since the input
to Christofides Algorithm is a complete graph we know that
O(m) = O(n2). Also, the subgraph input into the blossom
algorithm could potentially be the whole input graph in the
case where all nodes in the minimum spanning tree have odd
degree. Therefore, we get that the Blossom algorithm here
is O(n3 log n). The rest of the steps run in O(n2) time or
better, so the worst-case upper bound is equal to Blossom’s.
Therefore, our implementation of Christofides is O(n3 log n).
Notably, there are faster minimum weight perfect matching
algorithms that exists which can bring Christofides down to
O(n3).



5) 1.5 length upper bound: The Christofides Algorithm has
been shown to yield tours at worst 1.5 times longer than
optimal as long as the graphs satisfy the triangle inequality
[10]. A graph that satisfies the triangle inequality is called
”metric.” In a metric graph, a direct path between two vertices
cannot be longer than one that starts and ends with these same
two vertices but visits some other vertices in between. Put
more formally, for any three vertices a, b, and c, the path
from a to c can be no longer than the path from a to b plus
the path from b to c.

To prove the 1.5 upper bound, consider an exact solution to
TSP on a given input graph G. Removing one edge from this
solution becomes a spanning tree S of G with some weight
w(S). Our MST T has a weight less than or equal to S since
it is minimum. To find our tour from T , we add the minimum
weight perfect matching of T ’s odd degree nodes.

We label our set of odd-degree nodes in T on our exact
tour of G. We then create a ”pseudo-matching” of our tour
by connecting alternating labeled nodes with each edge in the
tour that it takes to get to them. For example, if our tour
contained a path between nodes 1, 2, 3, and 4, and nodes 1 and
4 were labeled, one ”pair” in our pseudo-matching would be
the edges (1,2), (2,3), and (3,4). We traverse the whole tour in
this way, forming alternating pairs of the labeled nodes, almost
like an augmenting path where nodes go paired, unpaired,
paired, etc. Because of the alternating nature of our pseudo-
matching, we could switch every pair to get a different one.
Together, these two pseudo-matchings include all the edges
in the exact tour, and one of them will have a total edge
weight of at most half that of the exact tour. This pseudo-
matching can be converted to a normal matching using edges
not necessarily in the exact tour, and doing this forms a (true)
maximal matching of the odd degree nodes in T (which has
at most the same total edge weight of the pseudo-matching
because of the triangle inequality). This maximal matching
is greater or equal in weight to our minimum weight perfect
matching M by the latter’s definition, which ultimately means
that M is at most half the weight of the exact tour.

Combining M and T yields an Eulerian graph from which
we find an Eulerian circuit which has edge weight equal to
that of M plus that of T . This can be no more than 1.5 times
that of the exact tour due to the above justification. Our final
step is removing repeated vertices from our Eulerian circuit
to turn it into our output tour. This removal cannot add any
additional edge weight due to the triangle inequality since the
node is simply skipped in the circuit. Therefore, our output
tour must have total weight no more than 1.5 times that of the
optimal tour.

III. RESULTS

A. Datasets

1) Geographical Data: The first half of our research con-
cerned geographical data that followed the triangular inequal-
ity. We used 10 datasets from the TSP95 library for compar-
ison to compare our solutions to [18]. The datasets we used
were the following: Western Sahara (WI29), Djibouti (DJ38),

Qatar (QA194), Uruguay (UY734), Zimbabwe (ZI929), Oman
(OA1979), Canada (CA4663), Greece (GR9882), Finland
(FI10639), and Italy (IT16862) [7]. Each dataset code should
be read as XX123, where XX is the country code, and 123 is
the number of nodes in that dataset. The sizes of these datasets
vary from 29 to 16,862 points. These are widely cited TSP
instances where each dataset represents a country with several
locations. There is an edge joining each location to each other
location with weight equivalent to the distance between them.
One significant advantage of the selected datasets is that the
solutions to all of them are known and the total tour length
is readily available online, making it trivial to compare our
solutions to the optimal. Finally, unlike some of the existing
datasets, none of the datasets chosen have duplicated points
[7].

2) Electrical grid data: A more real-world application of
TSP has been used in routing problems for electrical power
distribution companies [12]. We used an electrical grid dataset
containing 425 nodes representing grid stations that need
service from the team being routed. The edges represent
the geographical distance between the stations. Each of our
algorithms was run on these data to analyze their efficacy in
this application.

3) Protein interaction data: Data was gathered from the
STRING database which is a protein-protein interaction (PPI)
network that describes the interactions between almost 60
million proteins [19]. This data is accessed by choosing a
protein of interest and then constructing an interaction network
based on it. We chose to look at interactions with Alcohol
Dehydrogenase (ADH) in humans, which is an important
enzyme in the metabolism of alcohol. We created interaction
datasets of varying size ranging from 10 to 1000 proteins.
The proteins are the nodes in the graphs we used for testing,
and the edges between them correspond to the amount of
interaction they interact according to the database, which gives
an interaction score from 0 to 1. We inverted this score mean-
ing a lower number means more interaction. Our heuristics
were run on these datasets to yield protein interaction tours of
minimum edge weights or maximum interaction. These tours
can be analyzed to hypothesize metabolic pathways that these
proteins are involved in.

B. Experimental Environment

The algorithms were run on one of the Computational
Research Users Group Cluster computers owned by Carleton
College [20]. The machine we used was called Ada. It had 56
Intel(R) Xeon(R) CPU E5-2, each with two threads per core,
and 377 GB of RAM.

We developed a single reproducible pipeline responsible for
loading the datasets, converting them to a network object, and
passing them to our heuristic/algorithm. We used Python’s
time library to track how long each algorithm took to run.
We also included a user interface that parses the keyboard
input for testing reasons. However, we bypassed it by passing
all the parameters through a pipe as runner.py ¡ data.txt.



Tour Length WI29 DJ38 QA194 UY734 ZI929 OA1979 CA4663 GR9882 FI10639 IT16862
Optimal 27,603 6,656 9,352 79,114 95,345 86,891 1,290,319 300,899 520,527 557,315
Smallest Insertion 34,048 7,884 11,457 97,657 118,214 108,749 1,614,506 372,479 643,736 682,857
Nearest Neighbor 36,388 9,745 11,640 99,247 113,926 120,908 1,646,884 388,944 649,600 706,076
Christofides Algorithm 30,640 6,854 10,341 86,597 106,095 95,360 1,414,054 330,945 573,591 616,722

TABLE I
COMPARISON OF TSP95 TOUR LENGTHS USING DIFFERENT HEURISTICS ON VARIOUS TSP INSTANCES.

We ran each algorithm thrice on each dataset to compute
the average running time, given possible fluctuations that
might have made the code significantly faster or slower. The
Smallest Insertion algorithm relies on randomness. To ensure
reproducibility, we used a pre-set random seed.

C. Experimental Validation

To validate our algorithms, we set up a number of checks
and tests that verified that the tours were complete and that
the distances were accurate. They included visualizations and
algorithmic comparisons. All these tests were used for each
algorithm and dataset before running the code on the datasets
we have studied for this project. This way, we were able to
ensure that the results were correct and reproducible.

D. Geographical Data

The bulk of our findings concerned geographical data that
follows the triangular inequality. As the TSP originates from
a geographical setting, this is the most straightforward appli-
cation of the problem. After averaging the three runs of each
algorithm implemented, we got the results displayed in Table
1. In the table, the datasets were ordered by the number of
nodes in the increasing order, and the names of the datasets
follow the conventions described in this paper.

As we are working with complete graphs, each graph has
n(n−1)

2 = n2−n
2 edges, so with every new location added

the number of edges increases quadratically. Naturally, we
observed this theoretical increase in the memory usage and
time our algorithms took to run.

To simplify data analysis, we used a scaling factor, setting
our optimal tour to 1, and the result for each heuristic to the
number of times it fits the optimal tour. Therefore, we used the
following equation total tour length using current algorithm

optimal tour length .
As we discovered, the algorithm’s optimality does not seem
to correlate with the number of nodes in the graph for these
specific datasets. However, it is worth pointing out that it is
possible to build graphs that favor one heuristic over another.
Therefore, these conclusions are specific to our datasets and
other instances following similar constraints (i.e. geographical
data where the triangle inequality applies).

It is important to outline that Christofides did not reach its
theoretical worst possible bound. The algorithm is guaranteed
to generate tours at most 1.5 times longer than the optimal one.
However, the results remained around 1.1 times worse than
optimal, which is significantly better. Moreover, our simple
heuristics, Nearest Neighbor and Smallest Insertion, remained
between 1.2 and 1.3 times the optimal. Even our simple
heuristics yielded better results than the theoretically worst

case for Christofides. Therefore, all algorithms fared well in
these datasets.

Fig. 13. Scaled comparison visualization of tour optimality.

Fig. 14. Comparison of runtime per heuristic and number of nodes in each
tour.

The Christofides Algorithm has a theoretical bound of at
most 1.5 times worse than optimal. Based on our results, it
did not go significantly over 1.1 times worse than optimal.
However, such prominent results are offset by a significantly
slower running time compared to other heuristics, as presented
in Figure 6 and Table II.

All the algorithms had a similar runtime for datasets up
until around 200 entries. In that range, they all took less than
one second to execute. As we approached 700 entries, the



Time (seconds) WI29 DJ38 QA194 UY734 ZI929 OA1979 CA4663 GR9882 FI10639 IT16862
Smallest Insertion 0.002 0.003 0.068 0.77 1.25 5.98 40.53 185.46 190.60 556.47
Nearest Neighbor 0.002 0.003 0.058 0.63 1.06 5.13 160.84 4566.48 6283.01 43963.43
Christofides Algorithm 0.008 0.012 0.875 20.67 42.26 195.39 3656.05 40154.20 47028.09 145589.27

TABLE II
COMPARISON OF RUNTIME (IN SECONDS) FOR DIFFERENT HEURISTICS ACROSS TSP INSTANCES.

Christofides Algorithm became significantly slower than the
simple heuristics. While both Nearest Neighbor and Smallest
Insertion took less than one second, Christofides took around
20 seconds.

Nearest Neighbor and Smallest Insertion performed simi-
larly runtime-wise with the datasets smaller than 4500 points.
For the CA4663 dataset, the Smallest Insertion was com-
pleted in 40 seconds, while the Nearest Neighbor took 160.
Therefore, nearest neighbor started becoming much slower.
Meanwhile, the Christofides algorithm started requiring signif-
icant computational power for significant periods. Such results
brought insight into balancing the needed runtime and results
with the available computational resources. Christofides broke
the barrier of 10 hours of computation at around 9.8 thousand
points (The Greece dataset), while the Nearest Neighbor did
that only on our largest dataset, which has 16.8 thousand
points. At our largest dataset, Christofides took over 40 hours
to finish the computation.

Another finding was that the Smallest Insertion algorithm
works significantly faster while producing similar results to the
Nearest Neighbor algorithm for datasets larger than approxi-
mately 4000 nodes. The difference becomes more striking as
the datasets grow: Our largest dataset took 9.5 minutes for the
Smallest Insertion algorithm, 12 hours for the Nearest Neigh-
bor algorithm, and 40 hours for the Christofides algorithm.

We observed that the algorithms did not precisely follow
their theoretical runtimes, but the general trend remained
respectably logarithmic and polynomial for Nearest Neighbor
and Smallest Insertion / Christofides. Although Christofides
yields the shortest tours, it is substantially slower than the
other algorithms. It is also worth mentioning that loading the
datasets into memory and converting them into NetworkX
Graph objects took a significant chunk of runtime. However,
this task was not timed, and we did not include it in our
analysis. All the results included was the execution time of
the algorithm per se.

Moreover, our largest datasets used up a considerable
amount of memory. The ones with more than 10,000 nodes
required more than to 15 Gigabytes of RAM, and our largest
dataset required 45 Gigabytes of RAM. With other data struc-
tures used for the Christofides algorithm, this number jumped
to 65 Gigabytes. Therefore, in order to run this program, the
usage of a powerful computational cluster is necessary.

E. A comparison between the path chosen by nearest neighbor
and the path chosen by Christofides

To compare the accuracy of the tours built by different
heuristics, we counted the number of edges that these tours
have in common and calculated the longest sub-paths that the

both tours have in common. The original TSP95 paper did not
include the optimal tour, only its visualization. So, we could
not calculate how far our tours were from optimal. Therefore,
we used the tour made by the Christofides Algorithm as our
standard for accuracy because of its theoretical and practical
bound.

Fig. 15. Annotated tour of Uruguay
generated by the Nearest Neighbor
Algorithm.

Fig. 16. Tour of Uruguay generated
by the Christofides Algorithm.

The tours above have 282 edges in common (which repre-
sents 38.419% of the tour); what is more, the longest subpath
they have in common is 13 edges long. This means the tours
are very similar, as almost 40% of the edges are the same.
Moreover, the longest subpath they have in common is also
large.

However, the tour produced by the Christofides Algorithm
is 9.4% worse than optimal, while the Nearest Neighbor’s
tour is 25.4% worse than optimal. So, the Nearest Neighbor
algorithm is 16% further away from the optimal solution than
Christofides.

This is explained by the differences between the lengths of
the edges chosen by different algorithms. An example can be
seen in the red edges red in Figure 17. Those edges are very
long and add considerable weight to the graph in the long run.
They were chosen because of the greedy nature of the Nearest
Neighbor algorithm. When it got to the neighborhood (denoted
as the points that are close to an edge, roughly on the circle
of the image) of the point that led to the long edge, all the
neighbors of the point had already visited. Hence, they had
already been added to the tour. So, the closest unvisited node
was far away, and the code had no choice but to follow it.
On the other hand, the Christofides algorithm is not greedy; it
made choices that did not seem optimal right away, allowing it



to choose shorter edges in the future and make the path closer
to optimal.

We ran similar tests in other datasets, such as Zimbabwe,
Greece, Finland, and Italy, and observed similar results.

The case for nondeterminism: It is worth pointing out that
neither nearest neighbor nor smallest insertion are determinis-
tic, and we might get different solutions based on our starting
point and other factors. For instance, take a look at figure 9.

Fig. 17. Example of non-determinism in decisions.

If one were to start the tour from the red node, the tour
would be different. We would not go to any of the nodes that
are currently connected to it. Other nodes are closer to the new
starting point, which is clear in the image. Therefore, both the
distance and the tour per se depend on the starting position.

It is worth pointing out that the algorithm, as implemented,
is deterministic, as it always starts from the node NetworkX
classified as 0. We will always find the same tour because
we do not use randomness to read from the file or add to
NetworkX object. Still, it is worth mentioning that the quality
of the paths might change depending on the starting node.

The smallest Insertion algorithm is even more influenced
by randomness, as it starts by selecting two random points to
start/end the tour. Moreover, it gets the next nodes to add to the
tour from a list (which is in the order provided by NetworkX).

1) Electrical Grid: The table below shows the results for
the Electrical Grid dataset. In general, it follows exactly the
same pattern as the TSP95 data. The smallest insertion is still
the fastest algorithm, followed by the nearest neighbor and
then Christofides. Similarly, Christofides yields the best tour,
followed by the smallest insertion, while the worst tour is from
the nearest neighbor.

However, the dataset is relatively small — it only has 425
nodes. Therefore, significant differences in results between
heuristics (seen in larger datasets) are not observed.

This dataset also follows geographic data. After all, all the
electric grid points are points within a city. Hence, this dataset
follows the triangle inequality, and it is very similar to our TSP
but on a much smaller scale (a city instead of a country).

The electrical grid dataset is important because it is not part
of the TSP95. So, we could not rely on a library to read and

Electrical Grid Results Distance Runtime (s)
Smallest Insertion 187.33 0.336
Nearest Neighbor 215.23 0.294

Christofides 188.58 5.14

parse the data from it. We had to manually process the data
and create the graph and all of its edges.

The dataset had the latitude and longitude of each of the 425
nodes. We saw those as points in the cartesian plane and then
developed an O(n2) algorithm to create the optimal graph. We
iterated through every point, and for each of these points, we
iterated through the set of points again. We then calculated
the distance between each of the points (in miles) and added
it to a NetworkX object, creating a complete graph.

Our algorithm operated the following way:

1) For each point i:
2) a) For each point j:

b) if j != i:
c) calculate the distance between i and j in miles
d) add points to the networkx graph

3) return graph

This was a good educational exercise in which we gener-
ated a complete graph. We believe the TSP library is doing
something similar inside its functions.

F. Synthetic Non-triangular Data

One of the assumptions of the Christofides algorithm is that
datasets must follow the triangle inequality. This is essential
as the algorithm takes shortcuts when converting from an
Eulerian circuit to a Hamiltonian cycle. If the Eulerian path
follows the triangle inequality data, the shortcuts will shorten
the length of our tour. However, the same shortcuts might
make the tour less optimal if the dataset does not follow the
triangle inequality.

As an exercise, we generated an undirected graph with 100
nodes. The distance between each node is a random number
picked from a uniform distribution ranging from 0 to 10. This
gives us confidence that the dataset will not follow the triangle
inequality. The results of running our three heuristics in it are
outlined in the following table:

Synthetic Non-Triangular Data Distance Runtime (s)
Smallest Insertion 137 0.017
Nearest Neighbor 117 0.016

Christofides 286 0.077

In datasets that do not follow the triangle inequality, we
can see that the accuracy of the Christofides algorithm is
significantly worse than the performance by the Smallest
Insertion and the Nearest Neighbor algorithms. The smallest
tour is more than two times larger than the one generated
by the Nearest Neighbor. What is more, Christofides will
still be the slowest, as it has a runtime of O(n3) compared
to O(n2logn) and O(n2) of the Nearest Neighbor and the
Smallest Insertion respectively. Therefore, either of the simpler
heuristics performs better for non-triangular datasets.



Tour Length Protein10 Protein20 Protein50 Protein100 Protein250 Protein500 Protein1000
Smallest Insertion 0.62 1.592 5.785 20.886 55.673 119.16 210.927
Nearest Neighbor 0.775 2.822 7.595 25.954 56.93 121.217 201.786
Christofides Algorithm 0.978 1.855 7.268 27.571 70.671 151.141 260.515

TABLE III
COMPARISON OF TOUR LENGTH FOR DIFFERENT HEURISTICS ACROSS PROTEIN TSP INSTANCES.

Execution Time (seconds) Protein10 Protein20 Protein50 Protein100 Protein250 Protein500 Protein1000
Smallest Insertion 0.0003 0.0009 0.004 0.016 0.099 0.311 1.331
Nearest Neighbor 0.0003 0.0011 0.004 0.0133 0.081 0.245 1.126
Christofides Algorithm 0.0027 0.0069 0.0728 0.370 3.843 26.796 209.029

TABLE IV
COMPARISON OF EXECUTION TIME (IN SECONDS) FOR DIFFERENT HEURISTICS ACROSS PROTEIN TSP INSTANCES.

G. Protein Interaction Data

Solving TSP for protein interaction networks can yield
important insights into how the proteins function in vivo.
A tour through such a network can represent a metabolic
pathway in the body, as it indicates that specific proteins have
particularly favorable interactions with each other, or to draw
conclusions about theoretical functions of proteins that have
not yet been examined experimentally [21].

Given the non-metric nature of the protein-protein interac-
tion data, the graphs we worked with do not satisfy the triangle
inequality. This poses an issue for the Christofides algorithm,
as its 1.5 upper bound is only guaranteed for graphs that
do. This is because shortcutting from an Eulerian circuit to
a Hamiltonian circuit may increase tour length when the path
between two nodes is not guaranteed to be as short or shorter
than that path routed through a third node. So, we cannot be
confident that the Christofides algorithm will perform better
than our other algorithms in accuracy, as we saw with the
TSP95 data.

Fig. 18. Comparison of runtime per heuristic and number of nodes in each
dataset.

Figure 4 and Table III show the differences in output tour
length for each heuristic on protein data ranging in number of
nodes from 10 to 1000. Smallest Insertion and Nearest Neigh-
bor yield very similar lengths, but Christofides performs much
worse. Most of the tours yielded by Christofides are 20-30%
longer than those given by the other heuristics. This, coupled

with the fact that Christofides is still significantly slower (Table
IV) than Nearest Neighbor and Smallest Insertion on larger
datasets confirms that Christofides is flawed on this type of
data.

Interpreting the tours we found in a biological context is
outside the scope of our training. This testing was mostly done
as a demonstration of the benefits and limitations of our three
algorithms when used on non-metric datasets. In the future,
it would be interesting to examine and compare how well
the tours that we found did at predicting biological processes
rather than solely looking at the length of tours produced. The
latter can give us insight into how these algorithms work and
what causes them to break down, but the former would be
more rigorous.

IV. DISCUSSION

The results that we have collected provide us with valuable
insight into the strengths and weaknesses of each heuristic.
With this information, we reflect on what this tells us for real-
world applications of these algorithms. Let us first consider
the real-world applications of each dataset.

A. Case-by-case Analysis

For the geographic datasets, some real-world applications
might be tourism, GPS navigation, and package delivery
services such as Amazon and USPS. A tour of all the cities
in a country could theoretically be used by tourists traveling
in a given country. In this situation, finding an approximate
solution to the TSP helps minimize the fuel cost and the
driving time. The shorter the tour, the less time and money
is spent on transportation between cities. So, we want to use
a heuristic that gives us a relatively short cycle through all the
cities.

We must also consider the computational power an agent
constructing the tour has at their disposal. They will most
likely have less computational power than the machines we
used in our research, limited to their phones and computers.
Also, they will not want to spend much time getting things
exactly. Hence, something quick, convenient, and not compu-
tationally intensive is desirable for this situation. Our results
for the country datasets show that as we increase the number
of nodes, the Christofides Algorithm takes much longer than



the nearest-neighbor and smallest insertion heuristics and is
much more computationally intense. Thus, if there are many
cities, then the Christofides Algorithm is off the table for the
tourist situation. It would be better to use the smallest insertion
for convenience, given the computational power that a tourist
has.

Furthermore, if there is a large number of cities, then the
Smallest Insertion is the best bet due to its drastically faster
run time compared to both other heuristics. Conversely, if
the number of cities is small, the Christofides Algorithm can
reasonably used. In our hypothetical tourist situation, we have
deduced that the computational resources, the time available,
and the scale of the data being considered are all crucial factors
in deciding which heuristic is best for real-world applications.

As for package delivery services, a shorter route might
bring significant cost reductions in the long run and marginally
shorter delivery times (delivering in the morning rather than
the afternoon, for example). Shorter tours allow us to reduce
expenses such as gas or work time. In order to determine which
tour is best, we need to consider some details such as the size
of the tour and whether it changes frequently. If the tour does
not change, it is worth using an algorithm such as Christofides
(or even trying to find the optimal solution). Many delivery
companies have the resources to use significant computational
power to find the best solution for the TSP problem, even
for larger graphs. For tours that change frequently, the best
algorithm to use depends on the size of the tour and the
computational power available. If the tour is small enough
or there is enough computational power, it is worth using
Christofides as it is the most precise algorithm. However, if
the tour is too large, Christofides might not be feasible as the
computation might take longer than the time the tour has to
be updated.

Next, for the electrical grid dataset, the real-world applica-
tion is constructing an electrical grid between different power
stations. Unlike the situation for the country datasets with
individual tourists, the cost of constructing an electric grid
is going to be much higher. Also, the resources of the power
company constructing this grid might be willing to invest are
much more substantial. A large company can afford or already
possesses the necessary computation power to find a better
solution to the problem. Also Convenience is not a focus, a
company much more concerned about profit over everything.
Thus, the power company will want to take their time find
the best approximate solution to the traveling salesperson
problem, where the nodes are power stations, in order to
form a grid that uses the least amount of resources. This
will reduce costs of construction, reduce the grid size, reduce
maintenance costs, and increase profits once the final product
is fully constructed. What is more, it is unlikely that the power
grid will be updated very frequently, so a power company can
afford an algorithm that takes longer to run but finds a better
solution. Therefore, out of all the heuristics that we tested,
the power company should use Christofides Algorithm (or
depending on its size, even the optimal solution). Finding the
shortest possible Hamiltonian cycle is completely prioritized

ignoring runtime, within reason. The deciding factor here was
the desired high accuracy of the final result.

For our last dataset, the protein interaction data, the real-
world application is determining metabolic pathways that
proteins are involved in. Notably, this dataset does not follow
the triangle equality unlike the other datasets. Based on our
experiments a graph not following the triangle inequality com-
pletely rules out Christofides as a viable option. Christofides
Algorithm generally takes longer than the other two heretics
and actually produces consistently worse results. We specified
earlier that this is the case due to step (5) of Christofides Al-
gorithm requiring the triangle inequality to adequately bound
the length of the returned Hamiltonian cycle. So, we have
narrowed down our choice of heuristic to either smallest
insertion or nearest neighbor.

B. Determining the Right Heuristic to Apply

Through our case-by-case analysis of the dataset that we
used, the real life implications of each, and our results,
we have identified five factors that together decide which
approximation algorithm should be used in a certain context.
The five factors are the computational resources available, the
time available, the scale of the data, the nature of the data,
and accuracy requirements.

First of all, if the tour needs to be recalculated daily or very
frequently, it might be better to use one of our naive heuristics.
Those are done executing much faster, and yield results which
are acceptable. What is more, for larger datasets it might not
be feasible to recalculate the path daily. As they might require
a lot of computation power and the calculation might take
longer than 244 hours (it might even take months). On the
other hand, if the tour needs to be calculated only once (and
is unlikely to change), it might be worth it investing in finding
a better approximation. After all, this might save money and
time in the long run.

What is more, for larger datasets Christofides might not be
viable at all. The time it takes to run the algorithm increases
really fast. For our largest dataset, for example, it took us more
than 40 hours to find the tour with Christofides. For datasets
which are much larger, finding the tour with Christofides might
take months or even years, which is not always viable.

In order to circumvent the problem described above, one
might use lower level programming languages, which tend
to be faster, a more powerful cluster, or use some sort of
parallelization. These will certainly make the program find
the solutions faster or make the problems only show up only
for larger datasets.

As we are dealing with a complete graph, and for each new
node the size of the graph increases quadratically, for larger
datasets it might not be feasible to run any of the algorithms
studied here. We need to save the graphs in RAM somehow in
order to operate with them. So memory is indeed a bottleneck.
Without the required amount of RAM, running the algorithms
would not be viable.



C. Limitations and Further Recommendations

Now that we have thoroughly examined which of the
approximation algorithms should be used in particular cases,
it is worth noting that there are many other approximation
algorithms for the traveling salesperson problem that are
also worth considering. This is due to the limitations of
the Christofides Algorithm, the smallest insertion heuristic,
and the nearest-neighbor heuristic. For example, we observed
through our experiments that the Christofides Algorithm re-
quires the datasets to follow triangle inequality to be a viable
option. Hence, it would be worth considering alternative
approximation algorithms if high precision is required and
sufficient time and computation power are available.

One such alternative is the Lin-Kernighan heuristic. This
heuristic has a time complexity of O(n2). It is used to find
optimal and near-optimal solutions with high frequency for
the traveling salesperson problem. This heuristic does this by
improving upon previously found solutions of this algorithm. It
essentially allows whoever runs it to continue to iterating until
they obtain a solution that is desirable for their use. This is very
convenient for real-world applications as it has flexibility with
run time and achieves accuracy. However, the rate at which
this algorithm improves solutions and approaches optimal gets
slower as the dataset size increases. [22]

Another alternative would be using an exact algorithm for
the traveling salesperson problem. These could be desirable if
the scale of the dataset is not that large and computation power
and time are plentiful. An example of an exact algorithm is the
Held-Karp algorithm. The time complexity of this algorithm
is O(n2 · 2n). Hence, this algorithm would take much longer
than any approximation algorithm, but the solution would be
exact. The run time of a brute force algorithm for the traveling
salesperson problem is O(n!). The Held-Karp utilizes dynamic
programming to achieve a run time that is significantly faster
than brute force O(n2n). [23]

Further research to expand our findings should focus on
the two mentioned algorithms and how their running time
compares to the approximation algorithms we analyzed. This
would lead to an even better understanding of how algorithms
for the TSP should be chosen for particular real-world scenar-
ios.

V. CONCLUSION

Given the computationally difficult nature of TSP, approxi-
mation algorithms will generally be the method of choice for
solving the problem in many cases. Which one to choose, how-
ever, depends on multiple factors. Our experiments demon-
strated trade-offs between the algorithms we implemented that
must be considered when choosing which to use.

Of the three, Christofides should be the algorithm of choice
on small datasets, as the runtime difference will be minimal but
the accuracy higher. However, as the size of the data increases,
the problem becomes more nuanced. If the output needs to be
found quickly, Nearest Neighbor or Smallest Insertion should
be used despite the decreased accuracy. This could be the case
in applications where the main reason for using TSP in the

first place is time efficiency. If accuracy is the goal and time
is less pressing, Christofides should be run. Such a decision
makes sense when minimizing the route saves resources other
than time, or if the route can be calculated once and used many
times in the future. In the case of data that does not satisfy the
triangle inequality, however, Christofides should not be used.
One of the other two algorithms would be a better option or
entirely different.
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